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1. Introduction

We live in an age where information is produced at the rate of 1 to 2 exabytes (1018 bytes) [17] of which a large portion is in the form of visual content. With most data being available online, it is necessary and certainly desirable to be able to search for images by content. While it is currently being done by correlating images with the textual content around it, it would be desirable to be able to read in the image information and associate text with it on the basis of the image information, much like the human brain does. This would make it possible to index the vast quantities of image information available on the Web without the need for any manual effort.

This project studies the work done in content based image search and introduces a new approach to the problem of image learning to enable search engines to learn about visual content over time and index new images using previously learned information.

2. Image Search Engines on the Web

Currently, most major search engines also have specialized image search engines. Search engines such as Google [14] and Yahoo! allow keyword based image searches. Academic search engines such as VisualSeek[1] and ImageRover[9] also exist which provide further search options. Image searching is innately complex and hence there is no single procedure or design for an image search engine unlike the more common textual search engines.

2.1 Content based Image Query 

Querying for images by content can be categorized into two broad formats:

· Query by Keyword: where the query is in the form of a keyword, similar to textual search engines. Most commercially available image search engines such as Google and Yahoo! image searches use this format since it is intuitive and provides a simple user interface.

· Query by Example [12]: where the query is in the form of an image and the objective is find images from the database that are similar to the query image. This method may have variations where the input image is a shape or a drawing submitted by the user. Many academic search engines such as Blobworld [11], VisualSeek and ImageRover use this format for image searches.

3. Content based Image Search

Considerable research has been done in the field of content-based image search and each search engine offers certain distinct advantages. Variations of image search engines used in defense applications where the need is to clearly identify objects from satellite images. It is also used in enterprise data management systems where the need is to find similar images is a common one, especially in the field of design and publishing. Content based image search also finds a place in law enforcement where the need to identify similar images from a large repository of stock images may arise quite often. The common feature among these image search applications is:

· A high degree of accuracy is required, especially in the field of defense and law enforcement.

· The latency period (which may be defined for our purposes as the time taken for a query to generate a set of results) can be of the order of seconds, which allows complex algorithms to be evaluated for similarity matching.

· The query method is commonly the Query by Image method.

4. Content based Image Search on the Web

Content-based image search over the Web has certain constraints that distinguish it from a regular content-based image search.

· Users are generally more comfortable with querying by keyword. This is due to the fact that users generally look for images on a particular topic such as “sunset” or “tiger” instead of a particular image. So a system that accepts only querying by image is not particularly useful.

· Bandwidth is an important issue, so it is necessary to generate the desired results with the smallest amount of data transfer. This translates to the following:

· The relevant results should appear in the minimum number of “trials”. This means that a system which generates relevant results immediately as a response to the user query is generally more desirable than a system which starts with a large number of trial images and fine tunes the results each time the user picks the most relevant image. Though the “fine tuning” method may generate a better end result, it requires more number of stages and hence more data transfer. This violates one of the axioms of building web applications, i.e., a surfer should get the desired data with as few clicks as possible. Though the image search engines such as Blobworld and ImageRover have excellent algorithms and have been shown to have good results, they require extensive interaction with the user which makes it useful in academic and industrial environments. However a complicated search engine which requires users to map out regions on an image using complicated tools, or needs multiple intermediate stages to reach a desired result are not practical on the Web, given the nature of surfer behavior.

· Going by the standards set by image search engines such as Google, it is desirable to have algorithms which can generate the desired results in a few hundred milliseconds. A latency of more than a second will not be desirable.

· There are more than 30 million images on the web and even with a parallel architecture, it would take a long time for any crawler to index the images. It is thus desirable to have the fastest possible algorithms as possible since complicated algorithms would result in crawling cycles of months in order to completely index and process the images. The nature of the engine proposed here would make it possible to achieve good results using high level feature descriptors.

· While the most accurate method of indexing images would be a manual one, it is not possible to adopt such an approach for the Web due to the sheer magnitude of the task: with the millions of images already up there and the millions more that are added every year, it becomes necessary to find an automated method of indexing images.

Thus the problem of finding images over the Web using content queries boils down to the following:

· Finding images that match the keyword queries using the shortest number of intermediate steps (preferably zero)

· Indexing and understanding the information contained in the images without the need for any human intervention.

· Generation of fast and simple algorithms to perform image analysis to ensure that image indexing can be done in a short duration.

· Use of a simple indexing and matching system to ensure that search results can be generated in the shortest time possible.

· Associate new images with existing keywords to take advantage of previous indexing.

5. Existing Approaches

Research in this area has generated many search engines that perform impressive content based image searches. Prominent among those are Blobworld [11] VisualSEEk [1] and ImageRover [9] developed at UC Berkeley, Columbia and Boston Universities respectively.

Blobworld is an extremely impressive search engine which uses the multi-stage tuning process described above. The basic idea behind BlobWorld is to segment an image into “blobs” or regions that are roughly homogeneous with respect to color and texture. A user first selects the nature of query desired such as “man made objects” or “outdoors” etc and then clicks on an image which might have a region of interest. Blobworld then segments the image into “blobs” and prompts the user to select the blob which is most relevant. The engine stores the color histograms of all the blobs in the available image database collection as well as the mean texture contrast and anisotropy information to compare the selected blob with the blobs contained in the database. Matching is done by comparing the distance between feature vectors as dij = (vi – vj)T ((vi – vj) and then using a similarity metric defined by (ij = e-dij/2 .

The user is also prompted to specify the importance of the selected blobs and the background which is used to weight the results. The advantage of the blobworld process is that it uses an extremely simple algorithm to process queries and thus satisfies one of our original requirements. While the results are certainly impressive, it falls short of our desired objective on two other counts: 1. Extensive user interaction is required in the form of complicated forms to specify blob weights and importance levels. 2. It is necessary to go through at least two stages and dozens of images to get  a desired satisfactory result. Blobworld is, however an excellent way to create an Enterprise Search Engine[15].

An approach by Rathi and Majumdar[10] computes topological relations between image objects using a 4-Intersection Model[16] to represent the relation between any two objects in an image using a simple 2x2 matrix. Thus it is possible to query for objects having a tiger in front of a tree under a sunset etc. The system also makes it intuitive to search for objects by having a keyword search interface, but the disadvantage lies in the fact that segmentation of the objects has to be done manually, and each segment has to be named and classified manually to associate them with keywords. This labor intensive approach is definitely not suitable for indexing the millions of Web images. It would, however be a good idea to combine the topological description method of Rathi et al with the Blobworld querying system so that one could specify the topological relations between the blobs.

The third major variation in content based image search is VisualSeek which combines content-based and spatial image querying to index images based on content as well as the special relations between the objects contained therein. This approach also compares the distance between color histograms by computing a Minkowski metric of the query and target feature vectors as well as the  quadratic distance between the histograms. The unique feature of this approach is the spatial approach where it is possible to select multiple regions in an image and specify spatial relations between them. This approach works like Blobworld described above where a person starts with an image and specifies regions in the image to be matched with images in a database. It does not support any way to associate regions with keywords, nor does it support a simple querying system as can be seen from the query interface shown below.

Thus, while we have impressive methods to compute the similarity between images and to segment images intelligently, we still lack a way to truly understand the content in a segment and to associate it with natural language keywords. The task of indexing the millions of images found on the web to create an easy-to-use search engine depends on finding a method of correlating words with the content in images without the need for any human intervention.

6. Suggested approach for automatic understanding of image content.

The World Wide Web can be viewed as a huge living entity which interacts constantly with the outside world through the surfers who use it every day. It would be safe to assume that the behavior of people who use the Web are governed by their intelligence and existing knowledge and that an analysis of user patterns would yield information about the existing knowledge of humans. For example, a human being learns about the world by observing other humans and associating their actions with the physical world. When enough people call a particular object a “tiger”, a kid naturally starts associating certain features of that object with the word “tiger” and thus forms an intelligent association between the object’s visual content and the word. Of course, humans use more than visual content to learn about the environment, but the principle stays the same. In a similar way, when people query for an image using keywords, they would generally choose the images that are closest to their query from any generated set of results, provided that the generated set contains enough relevant results. There  would definitely be deviations from the pattern when a person finds an interesting image that is not related to the query and chooses to view it, but it is safe to assume that for a large population, the behavior tends to cluster about a certain mean which corresponds to common knowledge. Thus it would be possible for a search engine that handles a huge volume of queries to gradually associate the queries with the feature vectors of the images and thus “learn” about image content without needing any human intervention. This concept allows the search engine to appear to be intelligent by using very simple techniques. 

Obviously such an engine needs an existing index to present search results before it starts learning, so this approach builds upon existing image search engines such as Google where images have already been indexed using the filename, and the text surrounding the image. Thus, when a user searches for “tiger”, all the images associated with tiger will be presented, some of which will be relevant, while others will not be images of a tiger, or may have images which are of low quality, or the main subject may be indistinct. The engine would learn to associate the principal components of the images selected with the keyword(s) entered so that future searches for the same word would turn up the more relevant results first.

The obvious advantage of such an approach is that it eliminates the need for any manual indexing. It takes an existing index and then learns from user patterns. The other advantage is that when a new image comes in, it can be segmented and analyzed and it’s principal components can be matched with the existing ones in the image database so that some keywords can be assigned to the incoming image, based purely on the image content. This is equivalent to the human process of seeing a new object and then trying to recognize it on the basis of similar objects seen before.

Naturally, a question arises about the amount of time it would take for a system to reliably learn about the content in an image using such a feedback mechanism. While it would certainly take a large number of interactions to do so, the time taken for a system over the web to evolve is short, since a search engine interacts with millions of users every day, and many of them do query for the same content. Thus, due to the unique nature of the web, it is possible for a system to become intelligent in a short span of time.

In this paper, the approach is explored in more detail and suggestions are made about the feature metrics to be used for image indexing and for use as keyword descriptors (i.e., feature vectors that describe the keywords).  While choosing criteria for measuring image similarity, we wish to use the simplest possible image metrics. The scientific principle of choosing simple approaches over more complex ones, known as Occam’s Razor is our guiding principle here. We try to use the simplest feature vectors as descriptors for the image. The issues surrounding such an approach are also discussed and finally, the code for performing principal component analysis on an image is presented.

15. Feature Metrics used as Keyword Descriptors

For every keyword, we wish to associate certain image features in the way a human being does. The descriptors are sufficiently low-level but not too complicated since it is important to ensure that the search process is not hindered by too many complex algorithms. It is assumed that over a large population, certain descriptors will stand out and become the principal descriptors of the keyword. For example, the human brain associates the stripes and unique color pattern of a tiger, along with it’s unique cat-like appearance. However, it is the color pattern and stripes that makes a tiger distinct from, say a female lion. This assumption might hold true for a large variety of words and helps us to classify images without using a complicated method of object extraction and shape matching which delves into a yet unrealized realm of artificial intelligence. Since the metrics are computed for segments of a predefined shape of the entire image, it is possible to compute the metrics for both the relevant object and the ambient ones. This might turn out to be an advantage for many images since most objects are associated with their environment and helps generate more relevant results. For example, a tiger is more likely to be found in a certain natural environment with definite color and texture distributions than in other environments. 

15.1 Selecting a Color Space

A color histogram would be  a good measure of the dominant colors in an image. It is computed as the probabilities of the intensities of the RGB color channels. However RGB is not effective in describing all possible colors visible to the human eye. Also the values depend on the light intensity, so they do not serve as reliable descriptors of image content. 

Since we wish to mimic the human perception, we need a perception based color model[2] which is provided by HSV which describes the color information based on the hue, purity and brightness of the pixels. HSV uses a cylindrical coordinate system where the colors are defined in a hexcone. The hue (H) ranges from 0 to 360 while saturation (S) and value (V) both range from 0 to 1. This model separates color information from lighting information and is hence well suited for our content processing algorithms. Since there is no simple transformation matrix for RGB to HSV conversion, we can follow the many available algorithms or use matlab’s built in function rgb2hsv to transform the colorspace which generates H, S and V values ranging between 0 and 1.

15.2 Principal Component Analysis

The Karhunen-Loeve Transform generates eigenvectors of the image which are sorted in a descending order. We obtain the principal components as the ordered eigenvectors of the covariance matrix of the matrix formed by centering the data matrix formed by the training vectors x1, x2,….,xN.

Let X= [x1;  x2; …. xN ] be the data matrix where x1,…,xN are 1x16 row vectors. Data is centered in Matlab as follows:

Xm=mean(X);

Xc=X-repmat(Xm,N,1);

Where repmat(Xm, N, 1) replicates the matrix Xm into an N by 1 tiling so that Xc is simply X with the mean of all the columns subtracted from the rows.

The covariance matrix of  Xc can be computed as Cx=XcTXc  and the ordered eigenvectors of Cx will give us the principal components of the matrix X.

Matlab provides a simple function to perform PCA, namely the princomp function.

[V, score, var]=princomp(Xc);

which generates the ordered eigenvectors in the matrix V, the z-scores in score and the eigenvalues in var. For our purpose, we need only the matrix V.

Each training vector is obtained from a 16x16 segment of the image and is thus a one-dimensional vector of length 256. The principal component analysis in Matlab returns a square matrix, i.e., 256 principal components, each being a one-dimensional vector of length 256. However, we need only the first n eigenvectors since it can be assumed that they contain most of the relevant image information. For a randomly picked image shown below, the variance of the principal components for the Hue, Saturation, Brightness and Edge (explained below) matrix were obtained as below. 
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Fig 1. The Hue, Saturation and Brightness components of the Lena image
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Fig 2. The standard deviations of the Principal Components of Hue, Saturation, Brightness and Edge components of the Lena image(software and image on CD)

As can be seen from the above curves, most of the variance in the principal components is contained in the first few PCs and hence it is enough to retain only a few principal components. For our purposes we choose n=20 and as suggested in [2], we omit the first eigenvector, but for a different reason. Since there may be local irregularities in an image, we do not wish to describe the image using extreme variations which might be picked up by the first eigenvector. As can be seen from the standard deviation curves for the sample image, the first eigenvector has an extreme variance. Also, if there is any perceptually prominent image feature, it will be distributed over a larger image region and will be present in the remaining eigenvectors too. We use color information in the HSV matrix to do PCA, but since we do not wish to compare images based on brightness/darkness we omit the V values and do PCA based solely on the hue and saturation values.

15.3 Principal Color and Principal Saturation

Doing PCA on the H and S values of the segment pixels gives us the principal colors and saturation values in the segment. For clustering purposes, we segment the H and S vectors into bins. To reduce complexity, we divide H and S into 10 bins each.

15.4 Image Texture

In a segment, texture is an equally important perceptual measure for identifying the object. For example, a high frequency region is perceptually very different from a low frequency one. In the methods proposed in [9],  many feature measures can be evaluated from the image texture such as the texture orientation, texture harmonic structure and texture randomness. 

However, following our original principle, we wish to evaluate the simplest and fastest metric which can give us a good measure of the information contained therein. The method proposed in this project is as follows:

We convert the image to grayscale and filter it using a high-pass filter to obtain the edges of the image. As before, we segment the image and generate a vector from the segment which shows spikes where the edges are present. The closeness of the spikes is a measure of how coarse or smooth the texture is. The N such vectors obtained are fed into our PCA engine  to generate the prominent texture regions. Once again, we discard the first eigenvector since we do not wish to base our analysis on extreme values obtained.

The high-pass filter used can be designed in a variety of ways but for our purposes, we  convolve the image with the simple matrix G given by:

G = 
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16. Putting it all together

Each keyword in the keyword index table has multiple images associated with it. We perform PCA on each image to extract the principal components of Hue, Saturation, Brightness and Texture (using image edges), select the required number of principal components from each set and associate them with each image. When a new image is indexed, a similar process is used to associate a set of PCs with the image.

16.1 Learning about image content

When a keyword query is performed, it can be compared with the keyword index and the images which match all the keywords can be returned, with relevance calculated in the usual way using certain algorithms. PageRank [14] used by Google associates the PageRank of a page with the image to determine it’s relevance. Any  such algorithm can be used to determine the relevance of images initially. When a user selects an image, the feature vectors of the image can be associated with the keyword. Obviously, we do not wish to store the feature vectors of all the images that may be selected over a period of time, so we may use clustering techniques such as the k-Nearest Neighbor method to cluster the vectors and update the cluster with the new vectors.

A new image can be assigned to keywords in this manner and the database can be continuously updated over time as the system keeps learning from user interaction. 

16.2 Reaching Further

A number of ideas may be implemented on topic of the basic idea described above. While some of them may not be practical, it might be interesting to explore ways of implementing them. Key among them would be the ontological representation of data. Ontology deals with the relationships between concepts and correlating features with concepts. For example, a search for “tiger” may be a search for an animal, or for the golfer Tiger Woods. There are words with multiple ontological representations, so a truly intelligent search would be able to distinguish between the multiple representations. Statistically, data would cluster around each representation, and the more popular interpretation would be the most prominent. However, the fact that there would be clustering of image feature data around the other interpretations, would be an indicator that an alternative representation exists for the same word. It would certainly be interesting to apply this method to distinguish between the many interpretations of a single word.

Another modification would be to first use the k-means method to find regions of color and texture similarity such as that used in Blobworld[11] and then find principal components within the blobs, so that it would be possible to  specify topological relations between blobs. Thus, it might actually be possible to learn about the content in individual objects in images.

The learning mechanism can be further modified by using either neural networks, or genetic algorithms. The image classifier system built by McAulay et al [4] might be a starting point in this respect.

17. Summary

The method presented in this project explores ways of indexing millions of images in a database sourced from the web without human intervention, and associating images with their content, so that keyword queries may be performed to extract relevant images. Much work has been done previously in the field of content based image search, and a combination of those methods may be used to represent the content in images. The approach presented here uses the web to learn from the patterns of usage and associate keywords with image content over a period of time, so as to improve the quality of search results. Though it may not be possible to correctly associate content with image features for every image, a large number of images would fall in the category of classifiable images due to the central objects being distinct and uniquely identifiable by their features, and it is for this class of images that we can apply the method.
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Program Compilation and running instructions

1. Copy the contents of the CD to your Matlab working directory.

2. If you wish to copy the contents to an alternate location, copy the files to your desired folder (say proj/)

3. If you copied the files to a location other than your current working directory, change the current working directory of Matlab to your folder “proj” in one of the following two ways

a. Click on File>Set Path and in the resulting window, click on “Add Folder” to add the folder “proj” to the list of paths.

b. Else, click on the button with the ellipsis (…) near the select box on the top of your command window to browse to your folder proj and click OK.

4.  type analyze(‘img/filename’); where filename is replaced by the name of one of the files in the directory. The following files are provided, but any JPEG image may be used for analysis. The following files are provided:

a. tiger1.jpg to tiger15.jpg (15 images)

b. lena.jpg (The original Lena image in color)

c. mads.jpg (An image of a lady’s portrait)

5. If you wish to use images from a different directory, replace img/filename by your-directory/filename. “filename” should not contain the file extension. For example, use analyze(‘img/lena’); to run the analysis on the Lena image.

6. When the program generates the principal components, it returns a menu with the following options: 
1. Plot Image and Image Components. 2. Plot Standard Deviation curves. 3. View Principal Components. 4. Exit.

7. Option 1 will generate a plot of the image and show how the image has been segmented, along with plots of the hue, saturation, brightness components, etc.  Option 2 will plot 4 curves with the standard deviations of the Hue, Saturation, Brightness and Texture components of the image. Option 3 will  bring up the principal component selection menu. Selecting option 4 will terminate the program.

8. If you choose Option 3, an additional menu will be generated with options to dump either the Hue, Saturation or Texture principal components on the command window.

9. Any selection is to be made by typing the appropriate menu option number followed by the Enter key. Do not press the Enter key without typing in a valid number.
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